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Executive summary

The latestMicrosoft® server operating system, Windows Server® 2008, provides new features and
significant enhancementsover earlier releases. Stronger security and increased reliability 6 especially
through re-engineered Failover Clusteing 6 help you deploy businesscritical SAR® applications with
levels of availability and configuration flexibility that are unprecedented in the Windows area.

SAP support for multiple independenty+unning SAP instances within a single cluster ifustone
example of the benefitsyou can achieve with the latest SAPand Windows releases. Later releases
from Microsoft and SAP canhelp you follow the HP recommendations to deploy highly-available SAP
production systemsand to use clusteringwhen there are 300 or more users.

This document provides a generic overviewof high availability and introduces new Windows Server
2008 and SAP features HP-specific solutions for SAP installations on Windows Server 2008 are
outlined; in addition, reference configurations for a range of customer profiles areprovided.

SAP plans to support Windows Server 2008 as soon the Jav& SDK 1.4.2 is released from Sunfor
Windows Server 2008.

The first SAP version supported on Windows Server 2008 will be NetWeaver 7.0 SR3. SAP support
for further applications is planned for Q1 2009 [SAPOQ5].

Target audience:This paper is technical in nature; its intended audience is SAP consultants and
service personnel.

Document outline

1 Introduction d Outlines high availability and the costs and causes of downtimeintroduces the three
pillars (people, process, technology) thatcan compromise availability

1 Windows cluster solutionsd an historical overview 8 Presents a brief overview of Windows cluster
solutions

1 Windows 2008 Server 9 Introduces the new Windows Server 2008 operating system, itshew
functionality and key innovations; outlines HP products and services for this operating system

1 Windows Server 2008 high-availability featuresd Presents an overview of Failover Clustering;
continues with a more detailed description of its features and capabilities, including the new
quorum model

1 SAP Windowshigh availability d Introduces standard SARBupported Windows cluster
configurations; identifies single points of failure in the SAP software stack; explains why the
Enqueue service should be replicated; examines geographicallglispersed clusters

9 SAP support for failover cluster configurationsd Details the failover cluster configurations supported
by SAP; outlines certain restrictions; graphically summarizes a range of configurations

1 Database high-availability featuresd Describes howto protect the database at the heart of an SAP
installation; presentshigh-availability tools (failover cluster support, database backup, database
replication, database mirroring).

1 HP- and SARcertified Windows Server 2008 server systems Outlines appropriate HP server
offerings and the concept of certification

1 HP-supported storage systemsfor Windows clustersd Outlines HRsupported storage for clustered
SAP solutions

1 HP-specific solutions for SAR Introduces business continuity solutions from HRuchas HP Data
Protector with Zero Downtime Backup, dynamic capacity management, and HP PolyServe, an
alternative server consolidation solution; outlines HP virtualization solutions for SAP and HP
management software for endto-end management



1 HP Support Senges for SAPS Presents arich set of offerings hat can increase the availability of
SAP systems, including special offerings that provide both proactive and reactive services

1 HPhigh-availability referenceconfigurations for SAP on Windows Server 20086 Provides sample
configurations for small, medium, and large customers

Introduction

More than ever, organizations are depending on their businesscritical enterprise resource planning
(ERP) system$iowever, the failure of an ERP system means a business digition; depending on the
nature of the failure and the time needed for recovery, the impact on business continuity may be
disastrous, with consequences that can include:

1 Customer dissatisfaction

1 Loss of productivity

1 Loss of revenue

9 Bad publicity

Thus,organizations are searching for solutions that can deliverhigh-availability . But how do you
defnedavai l2Z@bi |l ity

Definitions

Definitions for availability, dependability, and fault tolerance are provided.

Availability

In an IT context, availability is typically expressed as ayearly rate (percentage) by dividing the time
a particular servicewas operable by the total time it should have beenoperable. This definition may
assume that planned downtimefor maintenance is acceptable; however, systems that are vey
businesscritical must always be upand+unning, with no downtime & planned or unplanned &
permitted.

Thus, the calculation for theavailability of a very business-critical service or systemis as follows:
Percentage availability = (Total elapsed tine 6 Total downtime)/Total elapsed time

If the system is less critical, planned downtime is acceptable and is typically omitted from availability

calculations. Thus, theavailability of a less businesscritical systemis calculated as follows:
Percentageavailability = (Total elapsed time 6 Total unplanned downtimé/Total elapsed time

Table 1 lists availability rates as percentages, based on 24hours per day operation, 365 days per
year.



Table 1. Typical targets for high availability

Availability rate Downtime
95% 438 hours (18.25 days)
99% 87.6 hours (3.65 days)
99.5% 43.8 hours (1.825 days)
99.9% 8.76 hours (0.365 days)
99.99% 0.876 hours (52.56 minutes)
99.999% 5.256 minutes (315.36 seconds)
99.9999% 31.536 seconds

Dependability

ltiscleart hat the statement, OA server or a storag
99. 99%, 6 does not provi de an 0thevdeperaldbility dof accomplexe
SAP system where multiple componentfustwork together.

This new tem, dependability, is defined by the International Federation for Information Processing
(IFIB 10.4 Working Group on Dependable Computing and Fault Tolerance as:

"the trustworthiness of a computing system which allows reliance to be justifiably placed onrte
service it delivers” [ DEPO]]

The following broader definition is provided by International Electrotechnical Commission HC)
International Hectrotechnical Vocabulary 191 -02-03:

"dependability [is] the collective term usedd describe the availability performance and its
influencing factors : reliability performance, maintainability performance and maintenance support
performance"[IECO1]

Fault tolerance

Faulttolerant & or failsafe 8 componentsprovide the basisfor a highly-available system With fault
tolerance, a system can continue operating in the event of a component failuré though possibly with
reduced throughput levels and increased user response timés

The Institute of Electrical and Eletronics Engineers (IEEE) defines fault tolerance as follows:
"[Fault tolerance is] the ability of a system or component to continue normal operation despite the

presence of hardwarlEEE@)r software faults. d |

F In practical terms, fault tolerance gives you some assurance that your system can sustain th:
availability levels you need to achieve a well-defined goal at a specified time using finite
resources.

* A process known as graceful degradation

e
of

S



Methods for implementing fault tolerance include the following:

1 Adding hardware redundancy through hot plug power supplies or RAIDprotected storage
subsystems

1 Adding software/process redundancy by replicating transactions, providing multiple, identical
instances, or utilizing a cluster service

The next section providesnformation on calculating system availability.

Availability in parallel and serial systems

Accordi ng t GONDB|Gestem availabjlity (R)0 as opposed to the availability of a single
component such as a storage subsysterdd can be calculated using the following formulas:

1 For seriallycoupled systems

R= ﬁ R=¢"
i=1

1 For parallel- (redundanty-) coupled systems

n n _nll
R=1-[]H-R)=Feti e =
i=1

i=1

Figures 1 and 2 provide sample system availability calculations.

Figure 1. Example of a serially-coupled system

R = 95% availability, R> = 95% availability
R>= Rix R = 0.95 x 0.95 = 0.9025 or 90.25%

____________________________________________________________________________________________________|
6



Figure 2. Example of a parallel-coupled system

R = 95% availability, R. = 95% availability

R:=106(10R)(10R)=1 6 (10 0.95)(106 0.95) =
0.9975 or 99.75%

It is clear from the examples shown in Figures 1 and 2 thatavailability is higher in a parallel system
availability is lower in a serial system.
Availability in an SAP landscape

Figure 3 shows a simplified SAP landscape which is presented as a dependency chain. Eachlink in
this chain represents a subsystem with a unique availability rating.

Note
The availability metric, which is specified by the business or the system
vendor, is often difficult to obtain.

The SAP system consists of a server system, the installggerating system a database, and the SAP
application. The system shown in Figure 3 has beermlusteredto provide redundancy.

Figure 3. Simplified SAPlandscape presented as a dependency chain

Cluster SAP system
Node 1 with
database

Cluster

Node 2




Assume that availabilityrates for thesesystems are as follove:

9 Storage: 99.99%

i Storage array network (SAN): 99.99%
1 SAPcluster: 99.95%

1 Network: 90.0%

Thus, overall availability for this SAP landscape is calclated to be 0.9999 x 0.9999 x 0.9995 x
0.90, or 0.8994 (89.94%).

In this example, the weakest linkis the network, which helps lower overall availability below 90% .
You should reconfigure the network in order to increase systemavailability.

Note

This catulation is only possible if the availability rates of the different
system components are available For very complex systemsyou can use
the CUTSET or TIESET method CONO1 ].

Cost of downtime

In 2005, The Standish Group publshed the cost of downtime for sample applications, [Sta01].
Figure 4 summarizes these costs, showing that, for example, The Standish Group calculated the cost
of unplanned downtime for an ERP to be around$?14,800 per mi nute $888,000 per hour).

Note
While Figure 4 reflects quantifiable costs,loss of customers or customer
confidence can be disastrous

2I'n this white paper, 0$06 denotes $US.



Figure 4. Cost of downtime per minute

Cost of Downtime / minute*

E-mail
Automatic teller machine (ATM)
Point of sales (POS)

Electric funds transfer (EFT)

Supply chain
E-commerce
Order processing

Enterprise resource planning (ERP)

Home location register (HLR)

Trading (securities)

*All figures are in U.S. dollars. Source: The StandishGroup 2005, [Sta01].

Take, for example, a very businesscritical ERPsystemthat is needed 24 hours a day. If this system
has an availability rate of 99.5%, then calculated downtime costs are around $38,894,400
($14,800 x 2628 minutes) per year!

If, however, time could be allowed for planned maintenance, the availability rate for this ERPsystem
might increaseto 99.99%. Now, calculated downtime costs wouldfall to around $777,888
($14,800 x 52.56 minutes ) per year, or less than 2% of the costsaccrued without planned
maintenance. Thusthese two examplesshow that the cost of downtimecan vary dramatically based
on how downtime is defined.

Table 2 provides a detailed overview of the Standish Group study [Sta01].

F The costof-downtime metrics presented by the Standish Group may not reflect the cost
structure within your organization. To calculate your possible annual downtime costs, ensure
you are using companyspecific costs.



Table2. Cost of downtime

Application Cost per minute
Trading (securities) $73,000
Home location register (HLR) $29,300
ERP $14,800
Order processing $13,300
Eccommerce $12,600
Supply chain $11,500
Electric funds transfer (EFT) $6,200
Point of sales (POS) $4,700
Automatic teller machine (ATM) $3,600
Email $1,900

Given the associated risks, bwering the probability of unplanned downtime throughout the entireSAP
ERPsystem solution staclshould be a key goalfort oday 6 s | T Hdveepeg you sheuldt s .
understard that high availability depends on more thanjust technology; it also depends on the people
and processes irvolved in the management of a particular environment. These dependenciesor high
availability are known as its three pillars.

Impact of people, process, and technology

Deficiencies in any one of thethree pillars (people, process and technology) can compromise system
availability @ in much the same way that the strength of a chain is determined by itsveakest link
Figure 5 illustrates the three pilars and the dependency of business applications and corporate
workflows on these pillars.

10



Figure 5. The three pillars of a highlyavailable business application

Business Application and
Corporate Workflows

B0
o
o)
c
=
3
l—

On the people side, well-educated, experienced administrators andoperators are key to success.
Even though a system has been designed for high availabilityunless the administrators and operators
have the right experience and education, the system cannever achieve expected availability levels.

Hand-in-hand with well-educated and experienced people goes theprocessside of a system.Unless
processes (such as system and change management, backup and recovery, and permanent
monitoring and control) are well-planned and -documented and people have been trained on these
processes a systemcan never become highly available.

Thetechnology stack is the foundation of a high available system.Redundancy featuresbuilt into the
hardware along with suitable system design are necessary to achieve high availability When you are
planning, designing, and implementing a highly-available system, you should takea holistic
approach. Start with the datacenter infrastructure(such ascooling, power, and access contro),
include failuretolerant hardware components (such asRAID sets forstorage and error checking and
correction (ECC)memoryin server systemsand redundant high-speed networkg, and end at the
use® desk with suitable user and system security policies.

Only if all three pillars are in place and working perfectly together is it possible to build and operate
a highly-availably SAP system landscape.

11



Causes of downtime

In 2005, The Standish Groupanalyzed 50,000 downtime incidents and observedin their first quarter

2006 research report[Sta02] that 34% of all theseincidents were due to operator error, as shown in
Figure6. The oO0ot her 6 cat eg o owntimenausedby the ehvirapnmentehaakesst e r s
viruses, planned downtime and unspecified reasons.

Figure 6. Causes of downtime

Causes of Downtime*

Hardware
6%

Operator
34%

*Source: The Standish Group 2006, [Sta02

Since the availability of the system and application is of paramount importance, it follows that the
time taken to recover from a downtime incident is critical. In the same report, The Standish Group also
analyzed the time needed to recover from a failure, [Sta02], and found that, despite the factthat
operator error is the causeof 34% of downtime incidents, only 17% of system downtime is @used by
operator+elated incidents, as shown in Figure 7.

12



Figure 7. Causes of downtime (in percent)

Downtime in Percent*
Hardware
12%
Operator
17%

Network
14%

*Source: The Standish Group 2006, [Sta02

While human error will always happen, knowing that up to 34% percent of all incidents are caused
by people makesit is important to lower the probability of these errors occurring and the time needed
to recover from them Only well trained people and suitably designed processescan limit the negative
impact of human error.

Servicesare key to high availability

Support srvices bridge the gap between the capabilities of technology (including hardware and
software), people, and processesand the amount of uptime achieved by a particular application
environment Thus, when the three pillars combine to make an environmenthighly available, the need
for emergency support services diminishesAs long as data is available and applications continue to
run, support activities canbe scheduledat a convenient time, rather han being used to react to
emergendes, when a service or upgrade must becompleted before the application can be restarted

While the need for emergency sipport services should diminishas environmens take more advantage
of the high-availability capabilitiesoft o d atgctinslogy, it is becoming more important to develop
and implement appropriate administration, test, and verification procedures, collected as an
approved operations manual for high-availability systems

With high -availability systems,the management of support servicess vital, particularly when you
consider the importance of change management It is essential to document, monitor, and control all
changes to the environment to avoid unintended consequences, errors, or degradation.

Support services can include consulting, which involves the design of a highly available environment,
necessary simulations of current and future performance, and the detection of problems before they
arise. The proper design of an environmentd and the analysis of existing environments for robustness
in the event of a change or failure 0 is key to ensuring a system ishighly available.

HP offers SARspecific services that @an help SAP customers of any size meet their needs fdrighest
availability . More information on the HP SAP service offerings carbe found in the HP Services for
SAPsection.

13



The remainder of this document focuses on Windows Server 2008 cluster technology and how an
SAP ERP system anits associated database can be deployed on a Windows Server 2008 cluster
with HP serves and storage. Information on management, operation and training are beyond the
scope of this document

Windows cluster solutionsd an historical overview

The explosive growth of Windows NT® as an enterpriselevel operating system generated a demand
for new high-availability tools and system management features. 11996 Digital Equipment
Corporation (DEC) responded to this demandwith the first Windows NT cluster solution which was a
two-ode, sharednothing clusterfor x86 and DEC Alpha platforms that supported SCSlor Fibre
Channel shared storage subsystemfDECO1].

One year later, in 1997, Microsoft introduced Windows NT 4.0 Enterprise Edition, its first cluster
ready operating system which was designed to achieve high availability for serverbased
applications running under Windows. From a functional perspective, the DEC and Microsoft solutiors
were very similar and supported the same feature se[MSTO01].

In 1999, Microsoft introduced its network load balancing service (NLB) designed to distribute the
network load between up to 32 computer systems.NLB isprimarily used for larger Intemet- and
intranetbased network applications [MSTO02] running over TransmissionControl Protocol (TCP)or
User Datagram Protocol (UDP)

With the release of Windows 2000 Advanced Server and Datacenter Serversupport for the Alpha
platform was discontinued and support for the 64 it Intel® Itanium® platform introduced. In addition,
the number of cluster nodes supported increased from two to four; otherwisegluster technology and
the core feature set wasunchanged [MSTO03].

Windows Server2003, Enterprise Edition was the first Windows release @ support the new x64-
based systemsMicrosoft Cluster Service(MSCS) was extended to support up to eight cluster nodes
and Internet SCSIiISCS) or Serial Attached SCSI (SAS)shared storage devices. In addition, Microsoft
released Windows Compute Cluster Server 2003 which provides the foundation for High
Performance Computing (HPC) clusters,nlike MSCS, which delivers a failover solution [MST04].

In February 2008, Microsoft released its newest server operating system, Windows Server 2008. A
detailed description of the new failover clustersolution is provided in the Windows Server 2008 high

availability section

Windows Server 2008

Thissection provides information about Windows Server 2008 operating system and describes how
this operating system can be installed to fulfill specific roles. New functionality is described and HP
support for Windows Server 2008 outlined.

New functionality

Windows Server 2008 introduc es many new features and technologies,designed to improve security,
increase productivity, and reduce administrative overhead. Tks section highlightsfeatures and
changes thatwill potentially have the greatest impact.

One of the key innovationsin Windows Server 2008 is its ability to support either a full or Server
Core installation. A core installation createsa reduced, more secureoperating systemfootprint that is
primarily intended for infrastructure serices like DHCP, web servers or Hyper-V virtualization.

Table 3 provides an overview of current Windows Server 2008 operating system editions.
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Table 3 Key capabilities of Windows Server 2008 editions

Edition* CPU Max- Max- SAP Server Failover Cluster Hyper- Virtual
archi- imum imum support Core cluster nodes \/** guests
tecture CPU memory ing [MST05] per

sockets license*
MSTO08
x86/ 4GB/
Standard 64 4 37 GB V V U U VvV 1
. x86/ 64 GB/
Enterprise <64 8 >TB V V V 16 V 4
Windows
Server 2008 x86/ 32/ 64 64 GB/ V V V 16 V No limit
x64 27TB
Datacenter
Windows
Server 2008 . .
tor ltanium- i64 64 2TB V U V 8 U No limit

Based Systems

* Source Microsoft
**Hyper -V is only supported on x64 platforms with builtin CPU virtualzation technology

As shown in Table 3, highly-available SAP systemsan only be deployed with Enterprise and
Datacenter editions of Windows Server 2008 and Windows Server 2008 for Itanium Based Systems
Furthermore,Server Core installations are not suppoted in the SAP environmentdue to lack of
application server support.

Server roles and other key innovations

In addition to the features shown in Table 3, Windows Server 2008 introduces server roles.Only
basic functionality is enabled during the initial installation; an administrator then customizes the
server, adding the roles (functionality)you need to support your planned workload. This results ina
more secureplatform, with a smaller attack surface for possible threats.

Server Core supports he following roles:

9 DHCP server

1 File services

1 Print services

9 DNS server

9 Active Directory Domain Services (AD D$

1 Active Directory Lightweight Directory Services (AD LDS)
i Streaming Media Services

1 Windows Server 2008 Virtualization

To minimize the environment, a Sever Core installation deploys only a subset of the binaries (that is,
the binaries required by the particular server role). Once you have installed and configured the
server, you can manage it either locally at the command prompt or remotely through Remag
Desktop.

3 By default, the user interface for a Server Core installation is the command prompt.
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Windows Server 2008 also provides key enhancementsin following areas [MSTO06]:

1 Serverconsolidation and resourceoptimization d Hyper-V

HyperV , Mi crosoft ds v, illowsaphysical setvér to hosthewonkload af n
multiple, independent server systems. Server virtualization helpgou optimize the utilization of your
hardware resources and provides the agilityyou need to adapt to changing IT needs.In addition,
server virtualization can simplify the management and deployment of server systems.

1 Flexible application access forremote usersd TS RemoteApp

Installed as part of the Windows Server 2008 Terminal Server role, Terminal Services RemoteApp
(TS RemoteApphpllows usersto access individual applications rather than a computer desktop
during a Terminal Servicessession. B RemoteAppapplications run on a hostserverand only send
application windows to the user, consumingfewer clientside resourcesand reducing administration
and deployment costs.

9 Modular, minimal installation & server @re

Intended for network serversfulfilling specific infrastructure roles, the new Server Core installation
offers a highly reliable, efficient platform. Becausethis option loads the fewest operating system
componentsd only those required to support core infrastructure rolesd patch requirements are
reduced, and reliability and security enhanced.

1 Delivering rich web content and applications 6 IIS 7.0

Microsoft Internet Information Servicesl(S 7.0 delivers a broad range of functionality, including
streaming media and Web applications in Active Server Pages(ASP)and Personal Home Page
(PHP) The new modular design of 1IS 7.0 minimizes the attack surface of the Web server by
allowing you to only install the componentsyou need.

1 Improved network performance and control 8 new TCP/IPstack

The redesigned nextgeneration Transmission Control Protocol/Internet ProtocolT{CP/IP) stack
included in Windows Server 2008 can significantly improve performance in a remote location
scenario, offering faster throughput and more efficient routing of network traffic. Network Access
Protection (NAP) in Windows Server 2008 helps prevent noncompliant computers from accessing
your network. In addition, NAP can verify the health of connectng computers and enforce
compliance with your security standards.

1 Supporting businesscontinuity for demanding workloads & high-availability features

Beside the support for failover clusterand Network Load Balancing, Microsoft improved the
dynamic hardware partitioning, the storage options, and the machinecheck architecture to remove
singlepoint-offailure problems. Simplified deployment and management help organizations of all
sizes take advantage of these features to improve availability and reliabiity.

1 Enabling secure collaboration § Active Directory Rights ManagemenGervices

The newfederated Rights Management Serviceselps control how your documents are used
internally and externally (for example, by defining rights to view, print, forward, or delete a
documeny).

1 Connectingheterogeneousenvironments

Windows Server 2008 includes Subsystem for UND®-based Applications (SUA), a multiuser UNIX
environment that supports more than 300 UNIX commands, utilities, and shell scripts. SUA runs on
Window sbased servers without emulation supporting native UNIX performance and enabling

UNIX applications to leverage Windows application programming interfaces (APlg and
components.
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1 Enabling top-shelf service and support for remote sites

Windows Server 2008 enables remote management, allowing administrators to correct many
problems from remote locations. The new ReadOnly Domain Controller provides a safer way to
provide Active Domain administration in the remote infrastructure.

1 Easing administration, managenent, and automation 8 Server Manager and PowerShell

The Server Manager Console provides a single,
configuration and system information, displaying server status, identifying problems with server role
configuration, and managing all roles installed on the server.

Server Manager also interfaces directly with PowerShell, the commardine shell and scripting
language for automation. All Server Manager functions that can be used in the interface are
available to PowerShel scripts.

HP products and services for Windows Server 2008

HP supports the latest Microsoft products through interoperabilityith hardware and software
offerings like HP Integrityand HP ProLianserversand server blades HP StorageWorks storage
products, and HP Software enhancing your view of and control over your IT environment.

Note

HP Integrity and HP ProLiant servers were the development platforms for
Windows Server 2008, as they were for Windows Server 2003 and
Windows 2000 Server [HPQO1].

With offerings across its portfolio of Business Technology Optimization (BTO) softwareiIP Software
provides support for Windows Server 2008 environments. The recently announcedHP Business
Service Automation suite provide automated, consistent enforceable processes for Windows Server
2008 provisioning, patch management, and migration. In addition, the HP Business Service
Management solution suppors the management and monitoring of Windows Server 2008
environments mitigating business risk and redudng the potential costs of service downtime.

To help you get upand-running quickly, HP Services offers planning, design, implementationand
support services fornew Windows Server 2008 technologies, saving valuable time and reducing the
risk of global installations. HP Services can integrate tiis operating system into IT environments as part
of a joint solution set, known as HP & Microsoft Solutions for the PeopiReady Business.

Additionally, the HP Services education teanprovides custamized training to help you prepare for
Windows Server 2008. Services include classroom training, live online training, selfpaced e-
learning, and informal learning that can improve your overall return on investment for Windows
Server 2008 by enabling you to stay upto-date while minimizing your time away from core business
activities.

More information on HP support for Windows Server 2008 is available on the HP website[HPQO1].
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Windows Server 2008 high availability

Window s Server 2008 supportsthe following high-availability technologies:

1 Failover Clustering

1 Network Load Balancing (NLB)

1 Component Load Balancing (CLB)

1 HighPerformance Computing cluster (HPC)

Since SAPonly supportsFailover Clustering for an SAP kernebased application cluster
implementation on Microsoft operation systens, NLB, CLB, and HPC are beyondthe scope of this
paper.

Microsoft failover cluster technology overview

TheWindows Server 2008 Failover Clusteing solution createsa sharednothing clusterthat helps
provide high-availability for hardware and software through failover. Up to 16 cluster nodes (see
Table 3) can work together 8 and be managed & as a single, virtual system All clusteraware
applications run on this virtual systemin the event of a failover, applications are restarted ona
surviving cluster node a processthat is transparentto users accessing the SAP applicationindeed,
after an application failover, users are unaware that the applicationsare being provided by a
different cluster node.

Clusternodes are physically connected by eithera local area network (LAN) or wide area network
(WAN), and are programmatically connected by cluster software. Theseonnectionsare configured
to allow services to fail over to a surviving clusternode if the application-owning node 0 or its network
connectionsd were to fail.

Figure 8 shows a typical Microsoft failover cluster with two nodesrunning locally-installed operating
systems that areconnected via a private cluster network The cluster is connected teshared storage
via a storage area network (SAN).

In Figure 8, cluster applications, Application 1 and Application 2, are installed on the shared
storage. With a failover cluster, it is not possible for a single application to utilize both nodes;
however, it is possible to install and operate several independent applications, each running on
different cluster nodes.

F A clustered application can only be active on one node at a time.
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Figure 8. Typical sharednothing cluster failover solution

cluster node 1 cluster node 2
Application 2

Windows OS Windows OS

To summarize, Windows Server 2008 Failover Clusteiing provides high availability for mission-critical
applications such as ERP systems, databases, messaging systems, file and print $ezg, and
virtualized workloads. If a clusternode were to fail, up to 15 other nodes could host the service or
application being delivered by the failed node; userswould be able to continue working, typically
unaware of any disruption. The following secton provides more information about this new Windows
Server 2008 feature.

Detailed description

As explained in the Microsoft white paper, oOWind
Overview-New Feat ur es a rfMSTOZ]aqustdringliniWindosvs Server 2008 has been
radically redesigned to simplify and streamline cluster creation and administration.Innovations

include a cluster setup wizardthat helps the administratorinstall a clusterand a new cluster

management utility that eases the operation and control of such a cluster.

The goal of Windows Server 2008 Failover Clustering is to make it possible for the nomspecialist to
create a failover cluster that works now, even an IT generalist withno special training in failover
cluster servicescan confidently create and configure the cluster to host redundant services

Important

Despite the usability enhancements delivered with Failover Clustering, HP
recommends that only knowledgeable IT specialists should work ith an
SAP cluster
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Failover Clustering is sanamed to remove possible confusion with a different type of Microsoft cluster,
Windows Compute Cluster Server, and the clustetechnology provided with earlier Windows
platforms, Microsoft Cluster Server (MSG) with Windows NT 4.0 and cluster service withwWindows
2000 and Windows Server 2003.

While e aseof-use wasa key objective for Failover Clustering this solutionalso includesthe following
new features and technical improvements

1 Improved failover cluser management interface

1 SCSI3 support

1 Validate tool

1 A new way to create clusters

1 Migration of legacy clusters

9 Support for Windows Server 2008 Server Core

1 Improvements inshare scoping and management

1 Betterstorage and backup support

9 Enhancedmaintenance mode

1 Superior scalability

91 New quorum model

9 Improved security model

1 New networking capabilities and more flexible dependencies

Each of these features iutlined below.

Improved failover cluster managementinterface

Many management toolshave been streamlinal in Windows Server 2008; for example, the earlier
cluster administration interface has been replaced with a Microsoft Management Console (MMC) 3.0
snapdin, CluAdmin.msc The new Failover ClusterManagement console has been designed to be task
rather than cluster resourceoriented, as it was with previous versions ofMicrosoft clustering. With
earlier cluster management interfacesthe procedure for creating a highly-availability file application
or service was complex now, the clustermanagementutility and its wizards do all the work for you.

Using the Failover Cluster Management console, eperienced cluster server administrators carstill
accessclustercommands that were available via the earlier commandiine interface. Furthernore, the
management of Windows Server 2008 failover clustersis fully scriptable through Windows
Management Instrumentation (WMI).

SCSI3 commands

Failover Clustering requires cluster storage to use SCSIPersistent Reservation commands, rather than
older, SCSR reserve/release commands. Since the newer commands avoid SCSI bus resets, they are
much less disruptive than the SC& commands. SCSI3 command compatibility is enforced by the
cluster validation tool and if a used storage is not compatible, then it is not possible touse it for
Windows Server 2003 server clustering.
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Validate tool

Earlier Microsoft clusters often failed due toconfiguration complexity. To help solve this problem,
Failover Clustering includes thebuiltin Validate tool, an expansion and integration of the ClusPrep
tool that was designed for Windows Server 2003 server clustering.

Validate runs a focused set of testshat are intended to verify functionality and best practices on
serversthat are to be configured as part of a particular cluster. Validate performs a software
inventory, tests the network, andchecks thesystem configuration.

This tool also validates the network and storage. Forexample, storage configured to enable access
via multiple paths is validated if multipath software is installed ensuring the storagecomplies with the
Microsoft Multipath IO (MPIO) standard and that it is configured correctly.

Before running the Validate tool, ensure that there are at least two servers in the clusteif not, storage
tests that require two servers W not be run, which will be reflected in the resulting report. Validate
can also be run after the clusters are created and configured.

F Passing Validate is the standard for support for clusters in Windows Server 2008: if a
cluster does not pass Validag, it is not supported by Microsoft. However, running Validate
does not release you from the responsibility of using only hardware and software certified
under the Windows Server Logo Program for Windows Server 2008.

A new way to create clusters

The processfor installing cluster functionality in servers has changed dramatically with Windows
Server 2008, which is far more compartmentalized than Windows Server 2003. Windows Server
2008 uses a componentbased model, whereby components are not added until yai need them.
Thus, duster services are no longer installed by defaultin Windows Server 2008, you must use the
Add Feature Wizard to install Failover Clustering.

When you run the Create Cluster Wizard, you can now enter all clustermembers at the sameitne.

Migrating legacy clusters

To enhance security,Failover Clustering does not offerbackwards compatibility with earlier clusters
or, by extension, provide support for rolling upgrade migrations. Thus,Windows Server 2003 cluster
nodes and Failover Clugtering nodes cannot be configured on the same cluster. In addition,Failover
Clustering nodes must k& joined to an Active Directory-based domain (not a Windows NT 4.0 -based
domain).

Moving from a Windows Server 2003 cluster to a Windows Server 2008 failove r clusterrequires
migration. The Failover Clusteringmigration feature can be used toimport configuration information
concerning Windows Server 2003 clusteredapplications to Windows Server 2008 Failover
Clustering

Note
With some restrictions, Failove Clustering can even migrate specific cluster
resource types from Windows Server 2003 server clusters.
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Support for Windows Server 2008 Server Core

A Server Core installation provides a minimal environmento support a specific server rolg thus
reducing maintenance and management requirements and the attack surfacassociated with the
particular role.

Server Core supports the failover cluster feature. You can manage failover clusters on Server Core
using the cluster.execommand line tool or, remotely, from the Failover Austeing MMC.

Enabling Failover Clustering in a Server Core environmentan lead to a reduction in maintenance
requirements; since fewer updates are required, uptimes significantly increased.

F You can cluster Server Corehost server syeemsand use the resulting cluster to deploy SAP
systems that have been virtualized through Hypev.

Important

Server Core does not support the application server role and is therefore
not supported by SAPor database application vendors.

SAP applications and databases typically do not work with Server Core
because theydepend on the application server role and on features that
are not included in a Server Core installation. Nevertheless, Server Core
can be used as the basis for Hype#V virtualization.

Improvements inscoping and managing shares

In the past users could see all cluster and local shares, regardlessf the virtual server namein the file
shared sluster group which could lead to some confusion For example, if shareswere mounted via
the physical server name,following a failure the shares would be online on thesecond node and not
on the node from which the user created the mount. Thigonfusion cannot occurwith Failover
Clustering users see shareghat can be acces®d by the node to which they are connected but not to
shares owned by other groups. Thishelps prevent confusionand the incorrect mapping of network
drives.

Due to the changes in how the shareis presented it is now possible to have the same share name
multiple times.However, a share must beunique in its cluster group with a dedicated virtual server
name and IPaddress assigned.

F The new method for presenting shares allows a Windows Server 2008 failover cluster to
serve multiple, independentlyrunning SAP instances wiin the same cluster.

Betterstorage and backup support

Failover Clustering features storage enhancementslesigned to improve stability and accommodate

future growth. Enhancements tastorage and backup support include:

1 Support for both Master Boot Record(MBR) and GUID Partition Table (GPT) diskshared disks can
now be greater than 2 terabytes (GPT)

1 Disk identification is based on either the disk signature in theMBRor SCSI inquiry vital product
data (VPD)page 0x83, which is an attribute of the logical unit number (LUN)

i Storage hardware must support £SI Primary Commands3 (SPG3) commandsfor persistent
reservationand release

1 All host bus adapters HBAS) use the StorportMiniport Driver model listed in the Windows Server
Catalog

1 All multipath solutons are MPIO
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1 Failover Clustering has its ownVolume Shadow Copy Service ¥S9 writer, allowing VSS backup
applications to more easily support clusters

Enhancedmaintenance mode

Failover Clusteing provides new Maintenance Mode functionality, which temporarily shuts off health
monitoring on a disk so that it cannot report a failure while IT staff areworking on it. This modehelps
you perform maintenance or administrative taskgsuch asvolume snapshotsor ChkDsK on clustered
disk resources

To enable a disk to be placed in maintenance mode, all nodes mustbe able to communicate with
each other.

Before entering maintenance mode the disk is fenced from all nodes that do not own the resource. In
this configuration, other nodescan still see the diskbut are not able to access it. The owning node
then removses its persistent reservation from the disk.

Superior scalability

Windows Server 2008 failover clusters can support more nodes than Windows Server 2003clusters
Specifically, there can be up to 16 x64-based nodes in a single failover cluster, as opposed to the
maximum of eight nodes in a Windows Server 2003 cluster.

In addition to providing superior scalability, Windows Server 2008 failover clusters now support GPT
disks'. A GPT disk offers thefollowing benefits:

9 Supportsup to 128 primary partitions (while MBR disks can support up to four primary partitions
and an infinite number of partitions inside an extended partition.)

1 Supports amuch larger volume sized over 2 TB (which isthe limit for MBR disks)

1 Provides greater reliability than MBR disks,due to replication and cyclical redundancy check (CRC)
protection of the partition table

The combination ofan increase in the possible number of nodes and support for GPT disks greatly
enhances the scalabilityof larger volumes in a failover cluster deployment.

New quorum model

The quorummodel has changedin Windows Server 2008 , moving away from the concept of a
shared disk containing the cluster configuration and some replicated files. This shared disk was a
single point of failure (SPOF) in the cluster; if the quorum disk were to fail, cluster service would
terminate. With Failover Clustering, the quorum model now truly encompasses a quorunpf
consensus), which is achieved through a majority of votegrom cluster resources.

With Failover Clustering, the quorum disk is now known as a witness disk.
Failover Clusteringprovides the following mechanismsto establish a quorum:

1 No Majority & disk only

No Majority mode is similar to the Windows Server 2003
shared disk quorum. Only the quorum disk (now known as the
witness disk)gets a vote; the cluster remains ugand+unning as
long as one node can access the disk.

rivate cluster

cluster node 1 cluster node 2

Features of this mode include:

0 Only the witnessdisk gets a vote; nodes cannot vote
0 Thewitnessdisk is the masterd and a SPOF
0 The cluster remains ugnd-unning as long as one node can access thewitnessdisk

4 A GPT disk uses the GUIDpartition table (GPT) disk partitioning system.
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1 Node Majority

Similar to the Windows Server 2003 Majority Node Set model,
Node Majority mode requires three or more nodes; there is no
dependence on the availability of the witness disk

Node Majority cannot be implemented on a clusterwith an even
number of nodessince it would be impossible to achieve a
majority.

cluster node 3

Features of this mode include:

0 Only nodes get votes

0 No vote for shared storage

0 Three or more nodes required(odd number of nodes)
0 Majority of votes needed to operate cluster

1 Node and Disk Majority
The new Node and Disk Majority mode allows nodes and the
witness disk to vote with the cluster coning online if a majority _
of votesis reached. cluster node 1 I cluster node 2

This mode is a commonly used with twenode clusters.
P Witness Disk

Features of this mode include:

0 Based on a majority of nodes
0 Witness disk can provide the deciding vote
0 In a two-node cluster, there are three votes; can survive the loss of any one vote

1 Node and File Share Majority

The new Node and File Share Majority mode allows nodes and
the witness disk (file share) to vote, with the cluster coming online

if a majority of votes is reached. :
cluster node 1 cluster node 2

This mode is an excellent solution for geographically dispersed,
multisite clusters.

Features of this mode include:

0 Quorum based on a majority of nodes and the witness

0 Using a file-sshare witness supports the creation of twanode clusters with no shared disks
0 Excellent solution forgeographically-dispersed clusters

0 Single file server could serve as witness for multiple clusters

0 File server could reside ata different site to any node

Improved security model

Several changes have been made toFailover Clustering that make it a more securereliable product.
Thesechangesinclude:

1 Remoe the requirement for a domain user account for the Cluster Service Account (CSA

1 Improve logging and event tracing

1 Transition frominsecure datagrambased remote procedure call (RPC) communications to TGRsed
RPC communications

1 Enabling Kerberos authentication by default on all cluster network name resources
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1 Audit access to the cluster service (Clussvc.ex#rough either the Failover Cluster Management
snapdin (cluadmin.msc) or the cluster commandine interface (cluster.exe)

9 Secure ntercluster communications

New networking capabilities and more flexible dependencies

Failover Clustering includes a new networking mode] major improvementsto cluster networking
include:

1 Improve support for geographically-distributed networks

1 Introduce te ability to place cluster nodes on different networks
1 Use DHCP server to assign IP addresses to cluster interfaces
1 Improve the cluster heartbeat mechanism

1 Support IPversion 6 (IPv6)

Summary

A key objective for the improvementsdelivered by Windows Server 2008 Failover Clusteing is the
creation of a new clustering paradigm that radically simplifies and streamlines cluster creation,
configuration, and management

Cluster performance and flexibility have also been improved For example, x64 -based clusterscan
support up to 16 nodes; IP addresses for tuster nodes canbe assigned by the DHCP server; and
geographically-dispersed clusters can span subnetBuilt around a more resilient and customizable
guorum model, failover clusters are designed to work well wih SANs, natively supporting the most
commonly used SAN bus types.

SAP Windows high availability

Microsoft clusteing is the only SARsupported high-availability solutionfor SAP systems running on
Windows. Since therelease of the R/3® 3.1l installation kit, SAP has supported the clustering of the
ABAP SAP Central Instance (Cl) on the Windows platform. With SAP release 4.7, SAP added
clustering support for SAP Java J2EBESystemCentral Services (SCS).

In 2006, SAPbegan updating their original concept 8 clusteringthe entire SAP application serverd
and began only clusteringsingle points of the SAP application, such asMessage and Enqueue
services. Since SAPNetWeaver 7.0(2004s) (kernel7.0), only the system central services for the
ABAP and Java instance are clustered remaining SAP services are installed locally on ach cluster
node. With this updated concept, failover times are faster moreover, since there is no longer a need
for one node to reserve the resources required by a full SAP ClI, the utiliz&tn of cluster nodes has
improved.

Overview

The standard SARsupported Windows cluster configuration consists ofa two-node clusterdeploying
the database and the SAP Clor, since NetWeaver 7.0(2004s) , the SCS. Clustering two or more
server systemgollows the concept in paralleling systems and services

Note
SAP provides the necessary Microsoft cluster resource dynamic link libraries
(DLLs) for Javeand ABAPbhased SAP application servers

5 Java 2 Platform, Enterprise Edition
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If Failover Clusteringdetects an application or network failure, a failover is initiated and the
application restarted on the other cluster node. Tks automated failover and application restart helps
reduce unplanned system downtimeand increase the overall availability of the system.

Note
Refer toFigure 2 for an example of a parallel coupled system

To further increase system availability either the SAP Enqueue service or thentire SAP system
database can be replicated to the other node or to alternate local or remote storage.

The remainder of this section is based oninformation provided in SARS MSCS configuration
guidelines, which, unless otherwise noted,also apply to Windows Server 2008 Failover Clustering

[SAPO2].
SPOFsin an ABAP SAP system

SAP povides software stacks forABAP and &va, each with its own SPOFs, which are described
below.

ABAP SAP application stack

The ABAP SAP application stack hashe following SPOFs:

1 SAP Enqueue service

1 SAP Message service

9 SAP shared disk and the dependent SRMNT share with SAP profiles and log files
91 SAPhostname and IP address

1 SAP Gateway servef

Figure 9 presents these SPOFs in red. Depending on the configuration, the SAP gateway service could
become a SPOF and may thus bedeployed in a cluster.

Figure9. SPOFs of an SAP ABAP system based on SAP NetWeaver 2004 or older
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Figure 10 shows a traditional SAP NetWeaver 2004 or older Windows cluster (up to kernel version
6.40). The SAP cluster group containshe following components, which are all SPOFs in an SAP
NetWeaver 2004 system:

1 Shared SAP binary cluster disk

1 SAPMNT, SAPLOC share

1 SAP Cl virtual host name and IP address
9 SAPCI service

In addition to SAP, the databaseis also deployed on the cluster.

Figure 10. Traditional SAP Windows cluster (up to kernel version 6.40)

cluster node 1 cluster node 2
SAP CI

Windows OS

private cluster network

Note

Since SAPis only planning to release NW2004s or later products on
Windows Server 2008 , the solution shown in Fgure 10 is not supported
with Windows Server 2008.

As mentioned earlier, SAP changed the SAP kernel architecture wittNetWeaver 7.0(2004s) . Instead
of having a single, large, monolithic SAP application server, where processes like Message, Enqueue,
dialog, and update were bundled in one big service, NetWeaver 7.0(2004s) moved the SPOFs
(Enqueue, Message and Gateway services) into the SystemCentral Services(SCS)instance.
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Two SCS instanceswere provided, one for Java (known as the SCS and one for ABAP (known as the
ASCS).

The benefis in clusteaing only the SCS instancerather than the full Cl include faster failover times,
reduced resource needsfor nodes, and, since fewer services and dependencies need to be failed
over, a more robust failover solution.

Figure 11 shows a NetWeaver 7.0(2004s) -based SAP system with itsSPOFs separated from their
redundant components such aswork processes.The ASCS instancethat must be protected via a
Microsoft cluster is highlighted; in addition, other SPOFs (such as ¢st nameand IP address are
shown in red and must also be protected by the cluster.

Figure11. SPOFs for an ABAP system based on SARetWeaver 7.0(2004s) or newer
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Figure 12 shows the NetWeaver 7.0(2004s) Windows cluster (kernel version 70 or later), with an
SAP cluster groupthat contains the following components, all of which are SPOFs

9 Shared SAP binary cluster disk

1 SAPMNT share

1 ASCS virtual host name and IP address
1 ASCS instance

The database is also deployed on the clustet

In addition to the small clusteredASCS instance, local application server instancegprimary and
secondary) areinstalled on the cluster nodesWith this cluster configuration, cluster nodes canbe
betterutilized than in a Cl-based cluster.

Figure12. SAP Windows cluster (starting with kernel version 7.0)

cluster node 1 cluster node 2

'SAP ABAP SCS

SAP Primary AS SAP Secondary AS

Windows OS Windows OS

private cluster network

Typically, the database instance usessignificantly more resources than the ACSinstance. Thus, to
reduce the total cost of ownership (TCO)f the cluster, SAPallows you to install additional local
instances (fown as primary and secondary application serversin Figure 12) on the cluster nodes

Note

When you perform an upgrade from a NetWeaver 2004 or older release
to a NetWeaver 7.0(2004s) or newer release, the Microsoft cluster
configuration is not automatically upgraded. Follow SAP OSS note
101190 to perform a manual upgrade.
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SPOFs in aJava SAP system

Since NetWeaver 2004 , SAP kernel 6.40based productsinclude a Java software stack which was
not generally available with earlier versions such as 6.30.

The Java SAP application stack hashe following SPOFs:
1 SAP Enqueue service

1 SAP Message service
9 SAP binary disk and the dependent SAPMNT share with the SAP profiles and log files

1 SAPhostname and IP address

Depending on the SAP configuration and customer needs, Java Software Deployment Manager (SDM)
could also become a SPOF. However, since it is only needed when newlyleveloped software is
being deployed, Java SDM is typically treated as noncritical.

Figure 13 presents these SP®Gs in red all marked components musbe protected by the cluster.

Note
Java SAP systembased on NetWeaver 2004 and older or NetWeaver
7.0(2004s) support the sameMicrosoft cluster configuration

Figure 13. SPOFs of a Java appltation stack based on NetWeaver 2004 or newer
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Figure 14 shows a Javabased NetWeaver application server. The SAP cluster group containghe
following components, which are all SPOFs in a Javabased NetWeaver application server:

9 Shared SAP binary cluster disk

1 SAPMNT share

1 SAP Java SCS virtual host name and IP address
1 SAP Java SCS instance

Localy-nstalled application server instancesas well as Cl application serversare installed on the
cluster nodes.The database is also dustered.

Figure 14. Javabased NetWeaver application server cluster on Windows
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Typically, the database instance uses significantly more resources than the SCS instance. Thus, to
reduce the TCO of the cluster, SAP allows youo install additional local application servers, shown in
Figure 14 as SAP Primary and Secondary ASsuch as a Java Cl with SDM on one node, a dialog
instance on the other) on the cluster nodes

SPOFs in an SAP system witiABAP and Java

Since NetWeaver 2004 with SAP kernel 6.40, it has been possible to install a Java stack alongide
an ABAP stack.Such adualstack systemhas the following SPOFs

1 ABAP Enqueue service

1 ABAP Message service

1 Java Enqueue service

1 Java Message service
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1 SAP binary disk and the dependent SAPMNT share with SAP profiles and log files

9 SAPhostname and IP address

Depending on the configuration and customer needs, Java SDM and the SAP Gateway service could
also become SPOFs. If it does become a SPOF, the SAP Gateway service should albe deployed on

the cluster.However, since Java SDM is only needed when newlydeveloped software is being

deployed, it is typically treated as non-critical.

Figure 15 shows a NetWeaver 7.0(2004s) system with componentsthat mustbe protected by the

Microsoft clustershown in red.

Figure 15. SPOFs in a duaistack NetWeaver 7.0(2004s) system
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Figure 16 shows a dual-stack NetWeaver 2004 system with local lyinstalled SAP application servers
and the SAP databasedeployed in the cluger.

Figure 16. Dualstack NetWeaver 2004 system
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The configuration shown in Figure 16, which is the standard SAPclusteri mp |l ement ed by
customes, does not provide protection for the Enqueue lock table. Thefollowing section describes
how to protect this SPOF so that you canresume work after a cluster node failover.

Replicaing the Enqueueservice

A standard SAP clustersupportsthe automatic failover and restart of failing SAP servicesHowever, a
failover does not conserve SAP transactions that were active at the time of the failurélo eliminate this
problem, SAP developed asolution thatreplicates the content of its transaction lock handler, the
Enqueueservice, to another server. Tlis solution is based on the stamlalone Enqueueservice and a
replication service ruming on another server.

Combining Enqueueservice replication with high-availability, disastertolerant offerings from HP and
Microsoft, can create an SAP systenthat reaches faulttolerant levels.

Riskassociated with the Enqueue service

SAPsystens are equipped with special lock mechanisns [SAP01] designed to synchronize access to
database data. These mechanisns prevent multiple transactions fromattempting to change the same
database data at the same time.

In a distributed SAP systema single server (known as the Enqueue server) manages lock table,
storing in main memory critical information about the locks set for currenttransactions

As indicated earlier, it is not possible to simply fail over all services associated with SPOFs in the
event of a failure and expect users to continue working seamlessly. While the Enqueue service, which
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is a SPOF, can be restarted quickly and easily, the contents of the lock tableould be lostand all
transactions that had locks reset.

Replicatbn solution

Standalone Enqueue service is anrenhancement toS A P 6 s Joakiagtachitecture. Enqueueservice
was normally integrated with the Cl or system SCS instance as& work process since the web
application server release 6.20, however, Ehqueue service has been separated and can run on
multiple host systems. In Windows a maximum of two nodes can run Enqueue service.

Standalone Enqueueservice can work with high-availability hardware and software to enhance
failover protection. In this scenario, standalone Enqueueservice replicateslocking data from the
primary Enqueue table to a separate backup host. h the event of a failure, a new Enqueueservice is
started on the backup host normal processirg continues without loss of data.

Standalone Enqueue replication service does not, by itself, make up a higfavailability solution; a
Microsoft cluster and certified highavailability solutions from HP are also required.

Thebenefits of ¢andalone Enqueueservice include:

1 Prevent data loss or forced rollback in the case of sudden system or Enqueusgervice failure
1 Safeguard the normal processing of locked data after a system or Enqueuservice failure

9 Support the fasterrestartofa st opp ed sewiedifehmBngue@service restartis de
coupled from central services

1 Add flexibility to the system landscape layout and network managemenbf an SAP systenby
allowing the Enqueueservice to run on a separate host from theCl

Figure 17 shows Enqueue locktable replication to another cluster node.

Figure 17. Enqueue lock table replication on a Microsoft cluster
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Separate Enqueueservices are required if you run ABAP and Java applicationsin parallel on a single
web application server.
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Standalone Enqueue replication service is generally available for SAP Web Aplication Server 6.40
and later; however, according to OSS note 524816, this service can also be used with older SAP
releases like 4.6D.

Note:
See SAP Notes 524816 and 804 078 for more information about
availability and usage limitations.

Geographically -dispersed Microsoftclusterconfigurations

While failover clusteing can reduce the impact of singlecomponentfailures within an SAP server
system the cluster itselfis vulnerable to disasters like fires, flood or malicious damage that affectan
entire site. A geographically-dispersed (multisite) clustercan alleviate this vulnerability by separating
cluster nodes geographically.

To avoid cluster splitorain situations, a shared quorum (witness)disk should rot be used within
geographically-dispersed clusters.Instead, you should implement a Node Majority cluster, where
each node storesa local copy of quorum disk information. With Windows Server 2008, quorum disk
information can also be placed on a file share [MST10].

In a Node Majority cluster each node, along with its local quorum disk copy, has a clustervote.
Unless he majority of votes is the same the clustercannot operate, thus protecting the cluster against
a splitbrain situation.

Networking in geographically -dispersed clustes

The cluster service is unaware of its geographical layout and assumes that its public and private
network interfacesare in the same network segmentwith the same IP subnetBefore the introduction
of Windows Server 2008, o rganizations were required to implementvirtual LAN (VLAN)technology

to overcomethec | ust er ds | ac ketworktopmlogg.r eness of n

Note:

VLANS can be viewed as a group of devices on different physical LAN
segments that can communicate with each other as if they were all on the
same physical LAN segment. The physical dispersion of a VLAN is only
limited by the maximum network cluster heartbeat roundrip time of 0.5
seconds

Failover Clustering provides a new networking model that significantly improves support for
geographically-dispersed networks for example, you can now place cluster nodes on different
networks. For more information, refer to theNew guorum model section.

The storage architectureof a geographically -dispersed clusterrequires an arbitration mechanism to
ensure the clustethere isonly a single persistent disk with which to communicate clugr information.
HP StorageWorks Enterprise Virtual Array (EVA) and XP storage systems provide such mechanésm
and can be used to build geographically-dispersed configurations.

SAP supports lie deployment of a single SAP instance on two Mcrosoft nodes (possible owners)in a
Node Majority clusterthat includes a file share witness other configurations are handled as mult
system identifier §ID) configurations. The following section provides more informationon SAP support
restrictions.
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Note:

For information on support for particular distances between datacenter

sites contact you local HP SAP Competency Center.

For information on geographically-dispersed clusters, refer to the Microsoft

white paper, OWindo®ist Se€ClvaETIHFO0Bg Mu] t i

SAPsupport for failover clusterconfigurations

F Before starting to plan a Windows Server2 008 SAP server environ
latest release and support schedule for Windows Server 2008 (SAP PAM).

As of August 2008, you cannot deploy Windows Server 2008 in productive SAP
environments due lack of support forJava 1.4.2.

SAP plans to syport Windows Server 2008 in Q1 2009. As of August 2008, the only SAP
application supported on Windows Server 2008 is NetWeaver 7.0 SR3 [SAPO05].

In the past SAP only supported twenode homogeneous cluster configurationsdeploying a single SAP
instance installed Now, in cooperation with HP and otherhardware vendors, SAP supportsa much
broader range of configurations [SAP0Z2).

Support for the original, very basic configuration was mainly restricted by the following issues:

9 Limitations within Microsoft Cluster Service
9 32-bit memory limitations within the hardware and operating system
9 Monolithic design of the SAPCI

SAPis now able to support alternat cluster configurationsthanks to 64 -bitteady operating systems
and hardware, the richer feature setoffered by Failover Clustering,and the redesign of ABAP and
JavaSCS As a result, SAPS and, therefore, HP & can support the bllowing configuration options for
a high-availability Microsoft failover cluster:

9 A single SAP system ima single Microsoft failover cluster

1 A single SAP system in twoMicrosoft failover clusters, with SAP components deljpyed on one
cluster, the database instance on the other

Note:

In addition, database vendors offer high-availability solutions or
techniques that do not use Microsoft clusters, including standby
databases, shadow databases, mirror databases, and Oracle® Real
Application Clusters (RAC). Such solutions are beyond the scope of this
document

1 Multiple SAP systems (mui8ID) in one or more Microsoft failover cluster(s) each cluster withtwo or
more nodes

Note:

Currently, the multiSID option is only supportedif your SAP system runs
on Windows with an Oracle, Microsoft SQL Server, or IBM DB2
Universal Database database
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1 SAP system(sin one or more Microsoft failover clusteKs), with the database instance installed
outside theclustels)

Restrictions

In general, the ASCS or SCS instance must be installed and configured to run on two nodes in one
cluster. With the appropriate database support, you can install the database on more than two nodes
in one cluster.

If you use SAPinsto deploy one of the following, SAP supports its installation, configuration, and
operation:

1 A single failover cluster with two nodes or
9 Two failover clusters each with two nodes

However, the deployment of a more complex system that includesone or more failover cluster(s) each
with two or more nodes, requiresin-depth knowledge of the Windows operating system, Failover
Clusteiing, and the sizing and clustering of an SAP systemAs a result, to qualify for SAP support, the
sizing, installation, and configuration of such a system mustbe performed by an appropriate SAP
Global Technology Partner

Note:

Multi-SID sizing, installation and configuration must be performed by an
SAP Global Technology Partnersuch as HP,with the ability to manage the
problems that arise from such a complexdeployment

Microsoft cluster support

This section outlines how SAP has implemented Microsoft cluster support in the past addwith
NetWeaver 7.0(2004s) & today.

Note:
For more information, refer to theSAP Windows high availability section.

SAP provides the cluster DLLs needed to install SAP within a homogeneous cluster system. Since R/3
itself is not affected by these extensions, any existing SAP R/3 or ERP 5.0 system on Windows NT,
Windows 2000, Windows Server 2003, and Windows Server 2008 (version 3.1l or later) can

easily be upgraded to a clustered installation.

The following resource DLLs are provided

1 saprc.dll 8 Starts and stopsfunctions and checks status
1 saprcex.dll 8 Allows the cluster administrator tomanage the SAP cluster resource

Cluster extensions and SAP software are available in 32and 64 -bit versions, which must not be
mixed.

Cluster resource group

A special cluster resource group is created after SAP has been cdigured to run within a Microsoft
cluster. This cluster group containghe following SAP resources that are needed by the SAEI:

1 Physical disk where SAP binaries are stored

37



1 IP address and network name
9 SAP sharessapmnt and saploc
9 The SAP service itself

In addition to the clustered SAPABAP ClI, multiple SAP application server systemsare required with a
highly-available SAP system to provide support for clients. These applications servehaiild into an
SAP logon group.

Cluster dependencies
Cluster resources have dependencigesensuring, for example, that SAP shares can only be created
when the physical disk is online and running.

Figure 18 provides an overview of the dependency tree forthe clusterresourcegroup associatedwith
SAP kernel 4.6x and 6.x0. At this time, SAP cluster implemerttions used hardcoded names for SAP
shares and cluster resources; moreover, the entire SAP Cl and all its processes (including dialog,
batch, update, and spool) were clustered. As a result, it was impossible to support more than a single
SAP instancewithin the cluster.

Figure 18. Resource dependencies for a SAP cluster group (SAP kernel 4.6x and 6.x0)

SAP<SID> service

SAPMNT share SAPLOC share

{..\usnisap) (\usnsap) . SAP network name
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Solid lines shown in Figure 18 denote direct dependencies; dotted lines denote indirect
dependencies Thus, for example, theSAP service could not come online if the shares were offline; the
file shares could not come online if the physical disk were offline.

To address thissingleinstance limitation, HP offeredin the pastthe HP Competent Cluster Service (HP
CCS) service, whth is no longer available.

With kernel 7.x, SAPintroduced a new clustering conceptthat makes it possible to install multiple SAP
instances within a single cluster. Now, only the SAPSCSis clustered unigue resource names are
used. Figure 19 illustratesthe new cluster resource dependency tree.
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Figure 19. Resource dependencies for a SAP cluster group (SAP kernel 7.x)
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As shown in Figure 19, there isonly a single SAP share in the clusterlocal shares are no longer part
of the cluster. Through the use ofunique resource names anda junctionbased share, it is now
possible to install multiple SAP instancesvithin a single cluster. In addition, clustering only the SCS
rather than the entire Clfrees up the resources neededo implementa multi-SID cluster.

F Please refer to the SARMSCS Configuration and Support Information for SAP NetWeaver

04 and SAP NetWeaver 7.0(2004s) Systemsguide [SAPOZ] for more information on SAP
Multi-SID.

Sample configurations

This sectionpresents ruleofthumb for single and multi-SID configurations and summarizesfailover
cluster configurationsthat are supported by SAP and by HP and other hardware vendors.

Rulesof-thumb: Single-SID
The following rulesof thumbs apply to supported singleSID configurations:
1 All SAP releases can be installed in singléSID configurations

1 To support the latest approachin SAP systentlustering, use the latesNetWeaver 7.0(2004s)

release to cluster only the SCS or ASCS,; earlier releasesluster the full SAP CI and, optionally, the
SCS

1 With the exception of NetWeaver 7.0(2004s) , additional SAP application server systemsannot be
installed within the cluster

1 You can install the catabase within or outside the cluster.
1 Always install EnqueueReplication Service (ERS) as a default option.
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Rules-of thumbs: Multi-SID

1 Only use NetWeaver 2004 or newer releases for a multi-SID configuration

1 With NetWeaver 2004, a single instance per cluster is supported

1 With NetWeaver 7.0(2004s) , multiple instances per clusterare supported

1 NetWeaver 2004 and NetWeaver 7.0(2004s) can be mixed within a single cluster

Key restriction
F Cluster configuration options are only supported with a twonode cluster. While a cluster of
three or more nodes is possible, it woud not be supported by the SAP installation utility. As
a result, you can only use two nodes to protect an SAP instance.

Cluster configuration options

To help you plan a configuration that can satisfy particular customer requirementshe cluster
configurations presentedin this sectionhighlight a range of options for single- and dual-stack SAP
systems.

The SAP databases shown in these configurations can be deployed within or outside the cluster
there is no special SAP requirement. However, if the datahse is deployed within the cluster, it must
support Failover Clustering.

Note:
In 2008 SAP renamed NetWeaver 2004s to NetWeaver 7.0.

Singlestack SAP clusterprior to NetWeaver 7.0(2004s)

Figure 20 shows the SAP cluster configuration that has typically ben used since SAP release 3.1i,
with a full SAP CI and database running within the same cluster. The SAP and database applications
are only active on one node; the other is a standby node with idle resources.

Figure 20. Singlestack SAPcluster prior to NetWeaver 7.0(2004s)
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Since the SAP ClI includes full SAP application server capability, no additional SAP application server
system can be supported within the cluster. Any additional application serves must be installed
outside the cluster.

" SAP documentation refers taa configuration with the database deployed on a separate clusteras an SAP system thats distributed over multiple
clusters

40



Dualstack SAP cluster, prior toNetWeaver 7.0(2004s)

Since SAP Web Application Server 6.30/6.40 you have been able to install Java as an optional
solution stack. Figure 2L shows a NetWeaver 2004 system (kernel 6.40) with the optional Java SCS
installed; both stacks are protected via the cluster service and Enqueue replication.

Figure 21. SAP cluster prior toNetWeaver 7.0(2004s) with optional Java SCS installed
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Dualstack SAP clusterNetWeaver 7.0(2004s) or later,
deploying application servers within the cluster

Systems based orNetWeaver 7.0(2004s) (SAP kernel 7.0)no longer have a CI. Rather than having
all SAP processes even thosethat are not unique & deployed on a large application server,
NetWeaver 7.0(2004s) only provides the SystemCentral Services (SCS)which are the Message and
Enqueue servica. As a result, you can now install SAP application servers on both luster nodes,
better utilizing cluster server hardwareresources moreover, the small size of the clustered SCS helps
improve failover times

In addition to the application servers installed within thecluster, you can also install external
application servers.

A dualstack cluster is shown in Figure 2. NetWeaver 7.0(2004s) or later also supports $ngle-stack
systemsthe installation of a second stack is optional and depends on theparticular customef seeds.
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Figure 22. Dualstack SAP cluster based oriNetWeaver 7.0(2004s)
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Dualstack SAP clusterNetWeaver 7.0(2004s) or later,
deploying applica tion servers outside the cluster

Figure 23 shows a NetWeaver 7.0(2004s) system that does not provide thenecessaryprimary
application server or optional additional SAP application servers within the clusterThis configuration
makes it easy toconsolidate severalNetWeaver 7.0(2004s) systemswithin a single cluster. Single
stack systems are also possible. Installing the second stack is optional and depends on the customer
need.

Figure 23. Dualstack SAP cluster based orlNetWeaver 7.0(2004s) , with application servers outside the cluster
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F The configuration in figure 23 is not supported on NetWeaver 2004 or earlier. NetWeaver
7.0(2004s) or later is the only release hat is comprised of an SCS; the application server is
no longer clustered, instead of this the SCS is clustered.
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Database high-availability features

At the heart of any SAP installation,the database requires the highest degree of protection.

Databasesfrom Microsoft, Oracle, IBM, and SAP support Windows Server 2008 Failover Clustering
In addition, these databasesoffer featureslike database log shipping (standby databases) or
application load balancing (Oracle RAC).

This section introducedasic high-availability concepts associated with the following commonlyused
databases and their deploymentin the SAP area

9 Microsoft SQL Server 2005

1 Oracle Database 10.2

1 IBM DB2/LUW 9.1 and 9.5

T SAP MaxDEE 7.5,7.6, and 7.7

According to the SAP product availability matrix for specific SAP releass [SAP03)?, all the above
databases will be supported with x64 versionsof Windows Server 2008 in Q3 2008 . However, the
PAM @& and, therefore, SAP supportd may change at a later date.

F When planning an SAP solution, it is important to understand that SAP only supports certain
database releases and versions for use with kernels such as SAP 4.6x or 7.0. For a
complete list of supported databases, OS versions, and SAP releases, refer to OSS note
OAwvi | ability of R/3 on Microsoft Cluster !

Note:
SAP releases do not support 32it versions of Windows Server 2008.

Database availability features in Windows Server 2008

While a database should be protected against service outages anddata loss, it is important to
understand thatWindows Server 2008 Failover Clusteiing does not provide protection against data
loss. As a result, you should develop amature backup strategy for the data stored inyour SAP
database.

This section detailsthe protection offered databases by Windows Server 2008. The following high-
availability solutions are described:

9 Database failover clustersupport

9 Database backup

1 Database replication

1 Database mirroring

Database failover cluster support

All SARqualified databasesrunning on Windows support Failover Clusteringand provide database
failover support.

For a complete list of supported databases, OS versions, and SAP releases, refer to OSS note
106275, OAvailability of R/ 3 on Microsoft Cluste

8 Accessed in August 2008
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Note:

Failover cluster support for the database requires special software tools and
extensions that are provided and maintained bythe particular database
vendor and not HP or SAR

Failover clusters provide protection for the following database components:

1 Network access (hostnames and IP addresses for all cluster nodes)
1 Database software instance
1 Database data and log files

Failover cluster supportcan reduce the downtime associated with software or hardware failures by
automatically restartng the database on the other cluster node. The failover and restart process is
handled by the cluster service andrequires no intervention by IT staff After failover, however, a
database crash recovery must be performed. To ensure consistency, all nezommitted, open
transactions must be rolled back, creating the risk of data loss. This loss can be minimized by
replicating the SAP Enqueue lock table.

The database automatically performs the crash recovery. In rare cases, manual intervention may be
required.

A failover cluster has the following limitations:

1 No lock-step faulttolerance as with HP NonStop systems though, to some extent, replicating the
SAP Enqueue service helps overcome this limitation
9 Unable to move running applications

1 Unable to recover a state that isshared between client and server §uch as adatabase transaction)

Note:

A database failover cluster provides automatic failure recovery and helps to
reduce unplanned downtime. It provides no protection against data loss or
corruption.

Database backup

Protecting sytems and their applications viaFailover Clusteiing helps the applications come back
online in minutes instead of hours or even days following afailure event However, hardware or
software failures are not the only risks to be addressed in the SAP landspe; for example, your data
may become completely corruptedd indeed, viruses or users that change, deleteor otherwise abuse
data continue to be the biggest threats toyour data. As a result, performing daily backups to
safeguard your data is still the only reliable method for data protection.

Database backup solutionsrange from the traditional, using a directly-attached data backup device
like a simple or virtual tape solution, to two-stage backup and recovery solutiors that include data
replication.

For businesses that cannot afford downtimeand need a backup solution that goes beyond the
traditional, HP offersHP StorageWorks Business Continuity Solutions for SAPor more information
on these business continuity solutiongefer to the HPspecific high-availability solutions for SAP
section.
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Database replication

In addition to conventional online and offline backups, most databases support the replication of
content to a standby database server.Do not confuse ths standby server, which contains a second
copy of the database, with a standby database node within a cluster configuratiory only a single
copy of the database exists on the shared clustestorage, making this storage a SPOF.

A database replication solution provides functionality for copying and distributing data and database
objects between databases and then synchronizing the databases to maintain consistency.f desired,
the database data may be distributed between differentgeographical locations using local or wide
area networks.

Databases like SQLServersupport multiple replication solutions data mirroring focuses on
availability and fast recovery; and log shipping focuses more on neasline data backup, integrity, and
pointintime data recovery. These slutions are very similar; for example, both replicate transactions
However the key differences are the amount of data replicated 9 log file or entire transaction 8 and
the replication time interval.

Database log shipping

A log shipping solution initially creates a standby database based on either a database clone, which
is an exact copy of the database at the storage leve] or a backup copy of the primary database. The
solution automatically maintains this standby database as a transactionallyconsistentcopy of the
primary database by transmitting primary database transaction/redo log data to the standby system
and then applying these logs d a processknown as database log shipping.

Logs are typically backed up and shipped to the standby systenevery five minutes. For business
critical systems this interval can be reduced to one minute.

F A short log backup and transfer interval ensures that data can nearly be recovered to the
pointintime at which the disaster occurred.

Figure 24 shows a log shipping solution.
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Figure 24. Database log shipping
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A network or server failure can impact a log being shipped to the standby system. In the event of a
disaster, a complete log file may be lost and cannot be recovered, resulting in data loss To minimize
this risk, you shouldreplicate data via SAN s rather than slow, sometime unreliable network links.

Different methods for creating and maintaining the gandby database are used by different vendors.
For example, there are two methods fa applying redo data to the standby database and keeping it
consistentwith transactionsstored on the primary database. These methods correspond to the
following types of standby databases supported by different vendors:

9 Redoapply & for physical standby databases

A physical standby database provides a physicallyidentical copy of the primary database, with on-
disk database structures that are identical to the primary database on a blocKor-block basis. The
database schema, including indexes, is the same.

Redo apply technology applies redo data on the physical standby database.

1 SQLapply & for logical standby databases

While a logical standby database contains the same logical information as the source database,
the physical organization and structure ofthe data may be different.

SQL apply technology keeps the logical standby database synchronized with the primary database
by transforming data in the redo logs shipped from the primary database into SQL statements and
then executing the SQL statements othe standby database. Since the logical standby database

can be accessed for quel and reporting purposes at the same timeas the SQLstatements are
being applied to it, this database can be used concurrently for data protection and reporting.

Redo data can be applied synchronously or asynchronously. When applied synchronouslyredo data
is applied as soon as theentire log file has arrived at the standby server (auto apply) ensuring that
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the standby database is nearly identical to the production database.However, with synchronous
application, any data inconsistencyis repeated in the standby database.

When logs are applied asynchronously, they are applied after a userconfigurable delay, the length

of which depends on the particular customed s b a ¢ kegypDuesto thisadelay, the standby
database may be in an older state than the production database on the other hand, the delay can
help failure recovery by preventing the application of inconsistent data. Thus, asynchronous database
log application is often featured in sophisticated backup and recoverysolutions.

Database mirroring

Database mirroring can be usedwith a redundant database serverto enhance availability in much
the same way asserver clustering.Mirroring also provides a redundant data store, which can protect
your data in much the same way asa log shipping environment. Thus, database mirroring combines
the benefitsof serverand storage redundancy.

Note:

A database mirror can be created using either hardware or software.
Microsoft SQL Server 2005 or later, for example, can mirror changing
database transactions to a secondary database server.

Unlike log shipping, a database mirroring solution transfers entiretransactionsto the secondary
database system rather thanogs; as a result, both systems contain the sameontent As shownin
Hgure 25, data submitted by the SAP application servertis first stored in the local database
transaction log, before being replicated to the secondary server Once the secondary serverhas
stored the data in its transaction log, it sendsan acknowledgementto the application server.

There are two waysto replicate data: synchronousgy and asynchronousy. In an SAP environment
synchronous replication ispreferred; if a failure were to occur during asynchronous replication, data
loss may result Asynchronous modeis typically used in installations where the latency involved in
returning a transactioncomplete acknowledgement is excessive.
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Figure 25. Synchronous database mirroring withSQL Server
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A benefit of database mirroring 0 or log shipping 0 rather than hardware-based replication is that you
can deploy different types of storage onthe primary and standby databases.

F You can build a very reliable, disastertolerant database lution based on the mirroring
capabilities of SQL Server 2005 or later. Nevertheless, it is recommended that, in addition
to mirroring, you should consider deploying a log-shipping database or, at the very least,
implementing a normal tape backup strategy Without a log -shipping database or tape
backup, inconsistencies that occur during a failover cannot be resolved.

Database replicationat the hardware level

Rather thanusing software to replicate a database on a standby database host, you can also use an
HP storage subsystem to builda highly reliable, scalable data protection solution.

In an HP hardware-based solution, the hoston the primary site (the initiator) sends all I/O requests to
local storage; HP StorageWorksContinuous Accessnabled disk arrays then synchronously replicate
all write 1/0Os to a remote storage system (the target). After the target has received the replicated
data, it sends an acknowledgement to the initiator.

The hardware-based replication process is transparent to uppesievel applications like the operating
systemor the database and can span local as well as continental distances

Figure 26 presents a hardwarebased replication solution.

48



Figure 26. Hardware-based data replication

By only replicating SAP database transactionand redo log information via HP StorageWorks
Continuous Accessand a standby database mechanism you can implementdisastertolerance up to
the pointintime at which the latest transactional database updateoccurred.

An installation that only replicates logs requires less bandwidth and allows database changes to be
applied after a timed delay at the target site, thus protecting the standby database from data
inconsistencies and corruption.

F Hardware -based replication can help you to provide the highest levels of data protection
while maximizing replication performance.

Summary

Since he level of data protection required varies based on organization size and industry, HP offers
products, technologies and servicesdesigned to provide the protection and recovery capabilities you
need. This section summarizes a range of options.

Data protection and recovery storage solutions

You can regain access to the data, hardware, and software needed to resume critical business
operations after a planned or unplanned disruption by implementing backup and restore capabilities
with virtual tape and local replication. Options include:

1 Traditional backup d You can backup and recover data at the speed your business demands

1 Twostage backup 8 Twostage backups (diskto-disk and diskto-tape) are faster since the first stage
is performed to disk

1 Local replication d With local replication, you can seamlessly protect and recover data
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